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ABSTRACT 
YouTube generates a huge amount of user comments every day, making manual sentiment analysis difficult and time-

consuming. These comments contain opinions, emotions, and discussions written in informal and unstructured language. 
This study presents a complete NLP-based system for real-time YouTube comment sentiment analysis. The dataset 
contains 10,000 comments collected from ten YouTube videos across six categories: technology, music, entertainment, 
politics, education, and environmental content using the YouTube Data API v3. 
The system compares three sentiment analysis models under the same conditions: VADER, BERT, and RoBERTa. 
VADER is used as a rule-based baseline model, while BERT and RoBERTa are transformer-based deep learning models. 
RoBERTa was pre-trained on 58 million tweets, making it more suitable for social media text. The pipeline also includes 

emotion detection, spam and duplicate comment filtering, sarcasm detection, and topic extraction using Latent Dirichlet 
Allocation (LDA). MLflow is used to track model experiments and evaluation results. 
The application is deployed using Docker Compose with three containers: a Streamlit dashboard, Flask REST API, and 
MLflow tracking server. The system is also accessible through Streamlit Cloud. Experimental results show that 
RoBERTa achieved the best performance with 73.2% accuracy and a weighted F1-score of 0.72, outperforming BERT 
by 33.5 percentage points. The results show that domain-specific pre-training plays an important role in improving social 
media sentiment analysis performance. 
 

I. INTRODUCTION 

YouTube is one of the largest online platforms, with more than 2.7 billion monthly active users and billions of comments 

posted every year. These comments contain audience opinions, reactions, and discussions written in informal language. 
For creators, marketers, researchers, and moderators, this data is valuable for understanding public opinion. However, 
analysing such a large number of comments manually is difficult. 

Natural Language Processing (NLP) helps automate this task, but YouTube comments are challenging because they 

contain slang, emojis, sarcasm, mixed languages, and irregular punctuation. Models trained on formal text datasets such 
as news articles or Wikipedia often perform poorly on social media text. 

Transformer-based models have improved sentiment analysis significantly. Vaswani et al. (2017) introduced the self-

attention mechanism, while BERT (Devlin et al., 2019) improved contextual language understanding using bidirectional 
training. RoBERTa (Liu et al., 2019) further improved performance through larger training datasets and optimized 
training methods. 

This study compares VADER, BERT, and RoBERTa using a single end-to-end pipeline. The system collects live 

YouTube comments, applies the same preprocessing steps, and evaluates all models using a manually labelled dataset. 
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The pipeline also includes emotion detection, topic modelling, MLflow experiment tracking, and containerised 
deployment for real-time analysis. 

 

II. NEED OF STUDY 

Existing YouTube comment analysis methods face several limitations. The biggest challenge is the large number of 

comments generated daily, which makes manual analysis impossible at scale. Most existing tools also provide only basic 
positive or negative classification, missing detailed emotions such as fear, anger, or surprise. 

YouTube comments often contain spam, duplicate bot messages, slang, emojis, and sarcasm, which can reduce sentiment 

analysis accuracy. To address this, the proposed system includes emotion detection, spam filtering, duplicate detection, 
and sarcasm analysis. 

Another issue in NLP research is poor reproducibility, as many studies do not clearly report preprocessing steps or model 

settings. This work uses MLflow to track experiments and maintain reproducible results.  

Many research models are also limited to experimental use and are not publicly accessible. This system solves that 

problem through a deployed Streamlit dashboard and Flask REST API for real-time YouTube comment analysis. 

 

III. LITERATURE REVIEW 

Classical sentiment analysis research began with machine learning models such as Naïve Bayes, Maximum Entropy, and 
SVM. Pang et al. (2002) showed that machine learning methods perform better than manual sentiment rules for text 

classification. Later, Taboada et al. (2011) demonstrated that lexicon-based methods could achieve good accuracy with 
lower computational cost. VADER follows this approach and is designed specifically for social media text. 

Hutto and Gilbert (2014) developed VADER for informal online language. It handles punctuation, capital letters, 

negation, and intensity words commonly found in YouTube comments. Since it does not require training data, i t works 
as a strong rule-based baseline. 

Before transformers, LSTM models were widely used for sentiment analysis because they could capture sequential text 

patterns. However, they were slower to train and struggled with long text dependencies. Transformer models later 
improved this limitation using self-attention mechanisms. 

BERT (Devlin et al., 2019) improved NLP tasks using bidirectional contextual learning. However, since it was trained 

mainly on formal text, its performance on YouTube comments was limited. RoBERTa (Liu et al., 2019) improved BERT 
by using larger datasets and optimized training methods. The Twitter-based RoBERTa model used in this study was 
trained on 58 million tweets, making it more suitable for social media language. 

Barbieri et al. (2020) introduced TweetEval for social media classification tasks and showed that RoBERTa performs 
well on informal online text. LDA topic modelling by Blei et al. (2003) is also used in this study to identify discussion 

topics from YouTube comments. MLflow, introduced by Zaharia et al. (2018), helps track experiments and improve 
reproducibility in machine learning systems. 

Table 1: Comparative Analysis of Sentiment Analysis Approaches 

Method Key Reference Strength Limitation Accuracy 

Naïve Bayes Pang et al. (2002) Fast, interpretable 
Bag-of-words; ignores 

context 
60–70% 

SVM / Lexicon 
Taboada et al. 

(2011) 
Competitive without 

training data 
Brittle on informal language 62–72% 

VADER 
Hutto & Gilbert 

(2014) 
Social-media tuned; zero-

cost 
Rule-based; misses complex 

negation 
~65% 

LSTM 
General DL 

literature 
Captures sequential 

context 
Vanishing gradients; slow 

training 
68–75% 
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Method Key Reference Strength Limitation Accuracy 

BERT Devlin et al. (2019) 
Bidirectional contextual 

embeddings 
Formal-corpus pre-training 

mismatch 
39.7%* 

RoBERTa Liu et al. (2019) 
Optimised pre-training; 

Twitter data 
High memory footprint 73.2%* 

Accuracy values for BERT and RoBERTa are based on this study’s 1,000-comment test dataset. 

Existing studies mainly focus on individual sentiment models. Very few systems combine multi-model comparison, 

emotion detection, topic modelling, data quality filtering, MLflow tracking, and real-time deployment in one complete 
YouTube sentiment analysis pipeline. 

 

IV. DATASET AND METHODOLOGY 

A. Data Collection: The dataset contains 10,000 YouTube comments collected from ten videos across six categories: 

technology, music, entertainment, politics, education, and environmental content. Each video contained at least 800 

public comments. Data was collected using the YouTube Data API v3 through the google-api-python-client library. Each 

record includes the comment text, anonymised author ID, and timestamp. 

B. Text Preprocessing Pipeline: The preprocessing pipeline removes URLs, HTML tags, mentions, hashtags, and 

unnecessary emojis. Text is converted to lowercase, stopwords are removed using NLTK, and extra spaces are cleaned 

to improve model performance. 

C. Sentiment Analysis Models: VADER is used as a rule-based baseline model and classifies comments using polarity 

scores. BERT uses the nlptown/bert-base-multilingual-uncased-sentiment model and maps five-star predictions into 

positive, neutral, and negative classes. RoBERTa uses the cardiffnlp/twitter-roberta-base-sentiment model trained on 58 

million tweets, making it suitable for social media text. It directly predicts negative, neutral, and positive sentiments.  

D. Emotion Detection: The system classifies comments into seven emotions: joy, anger, sadness, fear, disgust, surprise, 

and neutral using a keyword-based approach. 

E. Data Quality Layer: Spam detection identifies promotional and bot-generated comments. Duplicate detection finds 

repeated comments, while sarcasm detection identifies contradictory sentiment patterns in short text. 

F. Topic Modelling: LDA topic modelling is applied using scikit-learn to extract three main topics from each video’s 

comments. CountVectorizer is used for text vectorisation. 

G. MLflow Experiment Tracking: MLflow tracks all experiments, including parameters, accuracy, precision, recall, 

F1-score, confusion matrices, and model files. RoBERTa achieved the best performance and was registered as the final 

production model. 
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V. SYSTEM DESIGN 

The complete system follows a thirteen-stage sequential pipeline architecture in which each stage produces structured 

CSV output that serves as the input to the subsequent stage.  

YouTube Data API v3 

↓ 

Comment Extraction  (fetch_comments, paginated retrieval) 

↓ 

Text Preprocessing  (URL removal → emoji handling → stopwords → normalisation) 

↓ 

Sentiment Analysis  [VADER]  |  [BERT]  |  [RoBERTa] 

↓ 

Emotion Detection   (7-category HuggingFace j-hartmann model) 

↓ 

Data Quality Filter (spam regex · bot deduplication · sarcasm patterns) 

↓ 

LDA Topic Modelling (3 topics × 10 videos, CountVectorizer) 

↓ 

MLflow Experiment Tracking  (params · metrics · artefacts · registry) 

↓ 

Flask REST API      (/predict  ·  /stats  ·  CORS) 

↓ 

Streamlit Dashboard (10 analytical sections · real-time URL analysis) 

↓ 

Docker Compose      (port 8501 · port 8080 · port 5000) 

Fig. 1: End-to-End System Pipeline Architecture 

The system uses a multi-stage pipeline where each stage generates CSV output for the next stage. This structure improves 

data tracking and allows individual modules to be updated independently. 

The first stages handle YouTube comment collection and text preprocessing. The NLP layer applies VADER, BERT, 

and RoBERTa models, followed by emotion detection, data quality filtering, and LDA topic modelling. The evaluation 
layer calculates model performance metrics and stores results using MLflow. 

The Flask REST API provides two endpoints: /predict for sentiment prediction and /stats for sentiment and emotion 

statistics. Flask-CORS enables communication between the API and Streamlit dashboard. 

The Streamlit dashboard includes sentiment comparison charts, emotion analysis, model performance graphs, topic 

visualisation, spam and sarcasm analysis, comment filtering, and real-time YouTube URL analysis. 

Docker Compose manages three containers: Streamlit dashboard, Flask API, and MLflow server. A shared data volume 

allows all services to access the same dataset, while Streamlit Cloud enables public access to the application. 

 

VI. IMPLEMENTATION 

The system is developed using open-source Python tools for NLP and data analysis. Python 3.10 is used as the main 

programming environment. HuggingFace Transformers loads and runs the BERT and RoBERTa models, while NLTK 
handles text preprocessing and stopword removal. scikit-learn is used for LDA topic modelling and CountVectorizer. 
Plotly generates interactive dashboard charts, and MLflow manages experiment tracking and model storage. 

The backend API is built using Flask with flask-cors support for cross-origin requests between the API and Streamlit 

dashboard. The frontend dashboard is developed in Streamlit, which allows interactive visualisation without JavaScript. 
Cached data loading improves dashboard response time and reduces repeated file processing.  

Docker and Docker Compose are used for containerised deployment. The Streamlit dashboard, Flask API, and MLflow 

server run as separate containers, allowing independent deployment and scaling. 

The YouTube Data API v3 is integrated using the google-api-python-client library. Pagination and rate-limit handling 

are implemented to support large-scale comment collection efficiently. 
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VII. RESULTS AND DISCUSSION 

A. Sentiment Model Performance 

Table 2 shows the performance of VADER, BERT, and RoBERTa on a manually labelled test set of 1,000 YouTube 
comments. RoBERTa achieved the best results with 73.2% accuracy and a weighted F1-score of 0.72. Its better 
performance is mainly due to training on 58 million tweets, which closely match YouTube comment language. BERT 

achieved lower accuracy because it was trained mainly on formal text datasets. VADER produced around 65% accuracy 
and performed well on short social media comments but struggled with contextual negation.  

Table 2: Sentiment Model Performance on Held-Out Test Set (n = 1,000) 

Model Accuracy Precision (Wtd) Recall (Wtd) F1-Score (Wtd) 

VADER (Baseline) ~65.0% 0.63 0.65 0.62 

BERT 39.7% 0.38 0.40 0.36 

RoBERTa ✓ Best 73.2% 0.74 0.73 0.72 

Source: Experimental evaluation, academic year 2024–2025. Held-out test set stratified by video and content category. 

 

B. Emotion Distribution and Topic Modelling 

Emotion analysis showed that joy was the most common emotion at 38%, followed by anger (22%) and neutral (18%). 

Technology and music videos showed more joy and surprise, while political and environmental videos showed higher 
anger, fear, and sadness. LDA topic modelling identified different discussion themes across categories such as product 
reviews, music appreciation, and climate debates. 

 

C. Data Quality Analysis 

The quality filter identified 8.3% spam comments, 4.1% duplicate bot comments, and 3.7% sarcastic comments. 

Removing these comments improved overall sentiment accuracy and reduced misleading results. 

D. System Processing Performance 

Table 3 shows the processing performance of the system on 10,000 comments using an Intel Core i7 CPU with 16 GB 
RAM. Transformer models required the highest processing time, while GPU acceleration reduced inference time by 
nearly 10× 

 

Table 3: Pipeline Component Processing Performance (10,000 Comments, CPU-Only) 

Component Processing Time Memory Usage GPU Required? 

Text Preprocessing ~45 seconds ~200 MB No 

VADER Sentiment ~8 seconds ~50 MB No 

BERT Sentiment ~25 min (CPU) ~1.5 GB Optional (10× faster) 

RoBERTa Sentiment ~20 min (CPU) ~1.2 GB Optional (10× faster) 

Emotion Detection ~12 seconds ~50 MB No 

Spam & Sarcasm ~5 seconds ~30 MB No 

LDA Topic Modelling ~30 seconds ~150 MB No 

Dashboard Load (cached) ~3 seconds ~300 MB No 

Source: Empirical timing on Intel Core i7, 16 GB RAM, no CUDA GPU. GPU acceleration reduces BERT and RoBERTa inference by 
approximately 10×. 

 

VIII. CONCLUSION 

This study presented a complete NLP pipeline for YouTube comment sentiment analysis. The results show that 

RoBERTa achieved the best performance with 73.2% accuracy and a weighted F1-score of 0.72, outperforming BERT 
by 33.5 percentage points. The findings show that models trained on social media text perform better on YouTube 
comments than models trained on formal text datasets. 
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The system also combines emotion detection, data quality filtering, LDA topic modelling, MLflow tracking, and 
containerised deployment in a single pipeline. MLflow ensures that all experiments and results can be reproduced easily. 

The application is deployed using Docker Compose with a Streamlit dashboard and Flask API, making the system usable 

as a real-time analytical tool instead of only a research prototype. 
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